
 

 

FAQ on the Use of AI in Research 

The AI working group of the ESRC doctoral training partnership 
training network (DTP-TN)1 

Introduction 

This FAQ has been developed by an interdisciplinary team of academics who all 
have roles within DTP-TN, a network of training leads for the doctoral training 
partnerships (DTPs) funded by the UK’s Economic and Social Research Council 
(ESRC), and who formed the AI working group of that network.  

The rationale for its production and format was twofold:  

1. There is a sense within the social science research community that AI will 
have an increasing impact on how we conduct our research, but we lack a 
framework for accommodating that. This issue is particularly acute for 
doctoral students and other early career researchers whose careers will be 
entirely within the AI era. 

2. Any advice that we could give in a static document would almost certainly 
date badly, and therefore the format needed to be suitable for being revised 
and updated, and its style needed to be one of aiming to prompt thinking 
rather than provide answers. 

The group met three times to discuss how this apparent gap might best be 
addressed. We eventually settled on a two-stage process: 

1) The generation of a live organic FAQ. 
2) The development of a service aimed at doctoral students who could submit 

questions that would be deliberated by a panel. 

In parallel with the group’s discussions, two of the members led on research studies 
of the use of AI by PhD students. 

The first of these entitled "Developing AI literacy among doctoral researchers” 
consisted of online interviews with 61 students in the SeNSS DTP, regarding their 
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generative AI use, perceptions, and concerns. Data were collected between 
February and July 2025. 

The second was carried out in the summer of 2025, and entitled ‘Understanding 
PhD students’ engagement with and relationship to generative AI tools ‘ was led 
by the Scottish Graduate School of Social Science, used a mix of surveys and 
student-led focus groups to investigate Scottish social science PhD students’ 
practices, opinions, and needs when it comes to generative AI. The research report 
can be found here. 

These projects fed directly into the production of this FAQ through the framing of 
an initial set of questions. Three of the group, AIC, YL, and ME, set about generating 
responses to the questions with the other group members providing critical friend-
style feedback.  

A note on scope 

Before launching into the actual questions, just a note on terminology. We use both 
“AI” and “GenAI” in this document. Sometimes when we use just plain “AI” we 
might appear to be referring to “GenAI”, but we felt that “AI” might be more 
appropriate because the issue that the particular question is referring to has 
broader implications than a particular type of AI. However, don’t read too much into 
this; the group itself was not of one mind - a reflection of the fluidity of the area, 
which indeed is the very point. 

Also note that the framing of our deliberations has been on social science research, 
and although much of the FAQ will be relevant a wider range of disciplines care 
must exercise particularly with the middle section on practical guidance if you are 
reading this through a lens of a discipline outside of the social sciences. 

How to provide input to future versions 

The FAQ went through several iterations before we arrived at the current version. 
We know that it is still imperfect! And we very much welcome and indeed positively 
encourage further critical feedback. You can either do this by completing this form, 
or by adding comments to the document, which can also be uploaded using the 
same form. 

Finally, if you have a question that is not currently contained in the FAQ, please do 
submit it here. It will be deliberated by the group with specific expert input where 
that is needed. 
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How AI works 

1. What is generative AI, and how is it different from other types of AI? 

AI incorporates a variety of different things, with some even arguing it is largely a 
marketing term. In general, though, AI systems vary in terms of the type of 
approach used to process the data (e.g., decision trees vs large language models) 
and the type of output produced (e.g., calculate a score vs generate a new text). 

GenAI refers to a type of AI systems that are designed to create new content (e.g., 
new text or new images). This is in contrast with, for instance, predictive AI which 
focuses on predicting outcomes based on the data (e.g., predicting the likelihood 
that you will repay your loan) or discriminative AI which focuses on classifying 
inputs (e.g., spam e-mail). 

The extent to which GenAI creates new content is subject to debate. GenAI is 
hugely dependent on what’s in its training data, and whilst it can generate content 
that overall is 'new', it can also be 'obscured plagiarism'; regurgitating ideas or 
reproducing an artist’s style without citation/acknowledgement. There is a lot of 
evidence GenAI falls apart when prompted to produce content outside what is well 
represented within its training distribution. 

2. How do large language models (LLMs) like ChatGPT actually work? 

LLMs are trained on vast amounts of data, typically from the internet. They learn 
patterns in that data which allow them to predict what token (e.g. word) will come 
next. So, at top level you can think of an LLM as a very good predictive text 
programme. There are several components that make them better than standard 
predictive text, the most important of which are the transformer and the attention 
mechanism. The transformer enables the LLM to change its parameters 
(sometimes called weights) to take account of what has come previously (both your 
prompts and its own response so far) and the attention mechanism determines 
what previous tokens to take account of. 

If you want a full but accessible description of how they work, we recommend this 
video by Andrej Karpathy:  

3. What are the limitations of generative AI tools? 

The paper “Talking About Large Language Models” authored by Murray Shanahan 
offers a very readable and accessible introduction to LLMs. 

As Shanahan explains “LLMs are generative mathematical models of the statistical 
distribution of tokens in the vast public corpus of human-generated text, where 
the tokens in question include words, parts of words, or individual characters 
including punctuation marks. They are generative because we can sample from 
them, which means we can ask them questions. But the questions are of the 
following very specific kind. “Here’s a fragment of text. Tell me how this fragment 
might go on. According to your model of the statistics of human language, what 
words are likely to come next?” 

https://www.youtube.com/watch?v=7xTGNNLPyMI/
https://www.youtube.com/watch?v=7xTGNNLPyMI/
https://arxiv.org/pdf/2212.03551


 

 

It is very important to bear in mind that this is what large language models really 
do. Suppose we give an LLM the prompt “The first person to walk on the Moon was” 
and suppose it responds with “Neil Armstrong”. What are we really asking here? In 
an important sense, we are not really asking who the first person was to walk on 
the Moon. What we are really asking the model is the following question: Given the 
statistical distribution of words in the vast public corpus of (English) text, what 
words are most likely to follow the sequence “The first person to walk on the Moon 
was ”? A good reply to this question is “Neil Armstrong”.  

GenAI developers distinguish between a 'base' model and 'instruct/chat' model. 
The base model will try to continue any text fed to it. If provided a question, it will 
tend towards also writing both sides of the conversation rather than engage in a 
back-and-forth. These base models undergo further training processes to become 
'instruct/chat' models, where they also predict a special token that signals the end 
of their response, at which point the LLM stops generating further tokens until the 
user submits another prompt. 

Thus, the main limitations of generative AI tools are twofold: 

• They can only generate answers based on the data available for training. If 
your question is about a topic for which there is lots of good quality and 
relevant training data, you are more likely to get a reasonable answer, than 
otherwise. 

• They are statistical models, not knowledge ones. So, there is no guarantee 
that the answer will be correct, or even that the model has understood your 
question (or, rather, the intention behind your question). 

4. Why does GenAI sometimes give wrong or biased answers? 

See question 5. 

5. What does it mean when AI “hallucinates” or makes things up? 

This is a specific concern with LLMs. Essentially, the advance of LLMs is that the 
underlying reasoning is stochastic - it can reason in the face of contradictory 
information. However, if prompted for an answer, the LLM will usually provide one. 
So, LLMs will always tell what is most likely to be true given all the information 
available to them. 

A useful way to think of this is like a weather forecasting model. Your phone will 
sometimes tell you that it's raining now and you look outside and it's not. The 
phone’s nowcast is based on a huge model of the atmosphere - such models are 
pretty accurate (these days) but they occasionally make mistakes and that is 
because it is set up to assert something as being so when it is 99.X% confident.  

There are two basic causes of this - the quality of the input data and how well the 
model represents the underlying reality. LLMs must do something much more 
difficult than a weather forecasting model - respond to prompts about anything! 
And so, the models are much more complex and much harder to verify. The input 
data is also of poorer quality. LLMs are typically trained on the internet - and we all 
know there is plenty of wrong information on the internet!  



 

 

Those working within AI, such as Gary Marcus and Yann Lecun, argue that 
‘hallucinations’ are an inherent limitation of current LLM model architecture, that 
whilst they can be reduced in various ways, they will remain. Importantly, the LLM 
itself has no conception of truth or falsehood, only what is the next probable token. 
The language of ‘hallucination’ suggests the LLM has stopped working in some 
way. However, it is important to realise that whether its responses are correct or 
inaccurate it is working in the same way. A hallucination is not a glitch in how the 
LLM works; it is a human judgement of the output that is meaningless to the LLM. 
Philosophically speaking, academics have argued that ChatGPT is bullshit; it 
generates texts without real concern for what is true or false, only what is probable. 

Some useful background articles can be found here and here. 

6. How much of my input can an AI tool actually ‘see’ or process at once? 

That depends on the model’s context window. That is, the maximum number of 
tokens that the model considers when processing a prompt. Given that processing 
tokens requires processing power and, thus, costs energy, GenAI operators may 
reduce the context window of different models or versions of the product (e.g., the 
free version vs the enterprise version), to save energy and reduce operating costs. 

GenAI may also utilise various features to manage the context to reduce costs. With 
uploaded PDFs, GenAI often does not include the full text in its context window. 
Instead, a side-process is run where a semantic search is done to find potentially 
relevant sections from the files which are then added into the context window to 
generate the response. How extensive such searching is can vary, with the LLM 
sometimes using the first few relevant sections it finds and ignoring the rest. 

Context windows may also change as technology evolves. 

 

Practical Usage Guidance 

Research & Literature Review 

7. How can I use generative AI to help scope existing research in my field? 

If you are trying to obtain an overview of the key themes and authors in the field, 
then you will need to use a GenAI tool that queries a large language model. This 
will be, for instance, ChatGPT and Co-Pilot, rather than NotebookLM. The latter will 
only provide answers on the documents that you uploaded - for instance, 
summarise the various documents that you uploaded, and compare them. You can 
prompt the GenAI tool to summarise the key themes in your field, the key research 
gaps, etc. 

Once you identify key sources - for instance, a particularly relevant paper - it may 
make sense to use a discovery tool like Research Rabbit to check citations for that 
source, other papers from the same authors, etc. 

However, you need to be mindful of possible biases in the training data. Namely, 
GenAI trained on publicly available data on the internet will reflect the biases in the 

https://garymarcus.substack.com/p/why-do-large-language-models-hallucinate
https://www.youtube.com/watch?v=gn6v2q443Ew
https://link.springer.com/article/10.1007/s10676-024-09775-5
https://www.experimental-history.com/p/bag-of-words-have-mercy-on-us


 

 

type of data shared openly on the web. Moreover, as GenAI are not knowledge 
models (see question 16), you still need to actually read the documents and 
question them and reach your own conclusions. 

There is also emerging research questioning the extent to which LLMs can 
summarise information from the internet and documents. Just as companies 
modified their website content to maximise its chances of being returned in 
Google search results, there are ways to make an LLM more likely to treat certain 
content as significant. In one case, it was even found that academics were using 
text in white font to include hidden instructions to LLMs to treat the paper as high 
quality and significant. 

There is no such thing as a ‘perfect’ summary and there is no one single way to 
produce a summary. GenAI summaries may look impressive, especially within the 
time they use to generate them, but they are a specific form of summary and can 
contain significant inaccuracies. An article published in Royal Society Open Science 
found that LLMs have an over-generalisation bias when summarising scientific 
research. A report jointly done by the BBC with other organisations found that 
GenAI misrepresented news content 45% of the time. A staff member at Posit 
found that LLMs when provided graphs to interpret responded with what they 
expect to see rather than a genuine interpretation. 

8. Can AI help summarise academic articles or identify key themes across 
papers? 

Summarising documents is, possibly, one of the best use cases for language based 
GenAI tools such as ChatGPT or NotebookLM. Some academic users deem Claude 
AI particularly useful in the academic context due to the underpinning data and 
model. 

Having said that, these tools will usually miss nuance in the text and may make 
mistakes when summarising the text. For instance, they may assume that “doctor” 
refers to males and ‘nurse” to females; or mix up or misinterpret the results of 
several experiments reported in the same paper. 

9. Is it appropriate to use AI to generate research questions or topic ideas? 

Norms around this question vary. So, you need to check carefully what the relevant 
policy says. For instance, various academic journals do not allow submissions where 
the research questions have been generated with the help of GenAI. This is because 
research questions are deemed to be a key outcome of critical engagement with 
the literature and, thus, they are expected to be generated by the researcher, only. 

Note there are also concerns that GenAI generated ideas may be a form of 
obscured plagiarism. There have already been cases where someone claimed 
GenAI had proposed a novel solution to a problem where it turned out there was 
already a published article on it. 

Where there is no outright prohibition on using GenAI to generate research 
questions or topics, then you might want to use it to refine research questions that 
you have generated yourself. For instance, if you had developed a question related 
to the impact of a government decision on stakeholders, you might then use GenAI 

https://www.nature.com/articles/d41586-025-02172-y
https://www.nature.com/articles/d41586-025-02172-y
https://www.nature.com/articles/d41586-025-02172-y
https://royalsocietypublishing.org/rsos/article/12/4/241776/235656/Generalization-bias-in-large-language-model
https://royalsocietypublishing.org/rsos/article/12/4/241776/235656/Generalization-bias-in-large-language-model
https://www.bbc.co.uk/mediacentre/2025/new-ebu-research-ai-assistants-news-content
https://posit.co/blog/introducing-bluffbench/
https://posit.co/blog/introducing-bluffbench/


 

 

to brainstorm different types of stakeholders that might be impacted by the policy. 
Though, ultimately, the decision about which stakeholders to focus on needs to be 
made by you, as the researcher, based on criteria that are relevant for your study 
(e.g., size of stakeholder group, or stakeholder power, or lack of research about that 
group). 

 

Writing & Productivity 

10. Can I use AI tools to draft sections of my thesis or assignments? What are 
the risks? 

Using GenAI to draft whole sections constitutes impersonation. That is, technically, 
it is equivalent to outsourcing your assignment to a third-party (e.g., an essay mill) 
to complete it. Impersonation is deemed academic misconduct at most - if not all 
- UK academic institutions. 

11. What AI/ non-AI tools I can use for grammar, referencing, or productivity? 

Always ensure that you are using GenAI tools in permitted ways. Even established 
tools such as Grammarly are now incorporating features that would be 
questionable or illegitimate in some circumstances. Similarly, whilst some 
universities permit the use of GenAI for translation, you should:  

1. Always verify the accuracy of the translation. 

2. Take care with any additional features. With the latter, some of these go 
beyond mere translation and will add/modify substantive points. 

 

Data, Analysis, and Visualisation 

Cautionary note on this section: In general, these tools are fine for quick and 
rough versions of output. As with any tool, you should always own the process. 
With that approach, there are plenty good tools that can improve your 
productivity. If you let the tools lead you, you will be taking some big risks. 

12. How can I use AI to create diagrams, conceptual models, or frameworks? 

Numerous diagram generators such as Creately, Miro, and Visily have AI tools 
within them. Napkin.ai is designed as an AI visualiser. Lucidchart and edrawmax 
are good for technical diagrams. New apps are appearing all the time – it’s a case 
of trying a few and finding one that you get on with. 

13. Can AI help with coding qualitative data or identifying patterns in 
transcripts? 

In short, yes, AI can be useful as an initial coder and for doing basic thematic and 
sentiment analyses. As with most AI-produced output, human input is required to 
check accuracy and add nuance. One option that I have used is using multiple AIs 
and then focusing more on where output varies between them. 



 

 

There is a useful resource created by the SeNSS / SENSS doctoral training 
partnership here. 

14. What tools can help me transcribe or summarise interview data ethically? 

The critical point here is not which tool you use, but whether the tool is approved 
by your institution. This will usually imply appropriate security and data 
management is in place. For belt and braces, you should consider using an on-
device version of the tool rather than cloud-based tools or keeping the data in a 
sandbox (i.e. quarantined). Again, the availability of these options will depend on 
your institution’s policies. 

 

Communicating with AI 

15. How do I structure my input to get better results from AI tools? 

There are two ways of shaping the answer that we get when using GenAI: prompt 
engineering and context engineering. 

Prompt engineering refers to shaping the question or instruction that you give to 
the tool. The more specific you are about the problem and what you expect in the 
output, the better the result you are likely to get. For instance, instead of simply 
asking the tool to format your reference list, you should specify that it should use, 
say, the APA style. 

In turn, context engineering refers to shaping the environment in which the tool 
operates. The previous prompts that you provided create the context within which 
the next prompt is answered. For instance, if you specified in a previous prompt 
that you are using qualitative methodologies, the subsequent GenAI outputs are 
likely to refer only to data collection tools or analytical techniques aligned with that 
tradition. If that context is no longer relevant, then you need to either start a new 
conversation, or give the tool instructions to consider all types of methodologies. 

This video provides a simple overview of the difference between prompt and 
context engineering: 

There are things that GenAI is not capable of no matter what the prompt. They also 
are trained towards default behaviours and assumptions that can be reduced with 
prompting, but it will tend to continually gravitate towards. The system prompt for 
ChatGPT thinking models also instructs it not to seek clarification - which it will 
often follow over any user instruction to clarify anything unclear first. 

16. If I upload a document, how does the AI process it? 

The paper “Talking About Large Language Models” authored by Murray Shanahan 
offers a very readable and accessible introduction to LLMs including how they 
process inputs. 

https://www.youtube.com/watch?v=_LCVCc77KEI&list=PLarrHDsvIU1SWe6BaqK-S9XpoZoF8C4w-&index=7
https://www.youtube.com/watch?v=J6WixxqR2z4&list=PL_V1gySvrP_t1lRW3EtRTlyT8A5r4Ssms&index=2
https://dl.acm.org/doi/epdf/10.1145/3624724


 

 

17. What are the most common misunderstandings about how GenAI tools 
work? 

• That they are knowledge models: conceptual frameworks that explicitly 
represent information and expertise in a structured, coherent manner. 

• That GenAI understands the question you have asked, or the prompt you 
have given. 

• That GenAI knows its own limitations or indeed that it knows anything at 
all. 

GenAI tools are often not as capable as claimed. Many demonstrations of GenAI 
capabilities are visually impressive but presented in a way that makes them the 
equivalent of ‘techno-magic tricks’. A LLM may be able to generate an impressive 
looking website, but the demonstrations never show what happens if you then try 
to add additional features, make specific changes, try to correct issues, and so on. 

GenAI is not our inevitable future. Much of the hype and sense of inevitability is 
based on claims of what future models may potentially become capable of rather 
than what extant models can do. It remains an open question whether GenAI will 
ever be capable of some of the things it is claimed it will be able to do and whether 
it will be incorporated into society in the ways being promoted. Research has found 
that companies currently trying to incorporate GenAI are not seeing a return on 
investment. Reports from some workers are also that GenAI is making their job 
harder, but that the misunderstandings of GenAI means company management 
and customers are expecting more for less.  

18. What are the best ways to phrase prompts to get high-quality responses 
from AI tools? 

If I had to give one piece of advice about this, it would be to be as specific as you 
can and give as much detail as possible. There are also a range of prompt 
formatting systems. 

One approach is: 

• Goal - what you need the AI to do for you 
• Context - how this sits in your overall workflow 
• Cautions - things that AI needs to consider/avoid 
• Output format - what the output should look like 

Another is called COSTAR: 

• Context: background and information on the task 
• Objective: what you want the LLM to do 
• Style: the writing style you want the LLM to use 
• Tone: the attitude of the response 
• Audience: who is going to read 
• Response: Provide the response format and style 

There is a proliferation of prompt systems out there, and which one you pick will 
partly depend on what you are trying to do (e.g. COSTAR does not really make sense 
if you are using ChatGPT to write a python script or Microsoft Co-pilot to produce 



 

 

excel functions). It will also depend on personal taste, and finally you should 
absolutely consider developing your own format, cherry-picking features of others 
that make sense to you in the context of your research. 

The final thing is that once you are working with a specific LLM you can build up a 
personal context. So, in my engagement with Co-pilot, I have defined an audience 
type called “social data scientists” - these are technically literate postgraduate level 
social scientists. This was refined by a series of interactions where the Co-pilot 
tweaked the amount and level of technical material in a draft presentation. Now I 
can place the tweaked description of social data scientists in the audience section 
of a prompt, knowing how Co-pilot will interpret that. 

It is also worth emphasising the importance of experimentation and iteration. An 
easy technique to get started is to use a simple and direct prompt, then modify it 
based on what you don't like about the response. Similarly, learning domain-
specific terms is important - such as asking for advice on appropriate topic 
sentence rather than vague instructions such as 'improve clarity'. 

Further resources: 

D-Squared (2025) 5 simple (but weird) ChatGPT-5 tricks to get a 10x better response 

Alginate (2025) Master ChatGPT with the COSTAR Method: Get Better, Smarter AI 
Responses! 

19. Is there a ‘cheat sheet’ of effective AI prompts for common social science 
PhD tasks? 

A cheat sheet is generally a bad idea. You are immediately removing the context of 
your own research problem. You are also taking yourself a step further away from 
the research process. Develop prompting skills through practice. 

 

Ethical Use and Academic Integrity 

20. What is considered appropriate and inappropriate use of GenAI in 
research? 

There isn’t a fixed answer to what is appropriate or inappropriate use of GenAI in 
research, because the technology and social norms about its use keep evolving. For 
example, some academic articles initially listed ChatGPT as a co-author, but, 
currently, that is not an accepted practice. Indeed, some journals even prohibit the 
use of GenAI to draft abstracts or journal submissions. 

The general principle is that GenAI is expected to be used in an assistive capacity 
only, with the researcher remaining in control of the ideas, the process, and the 
conclusions. For instance, it is currently deemed appropriate to use GenAI to 
summarise documents (e.g., a journal article), but the researcher is still expected to 
read the article and decide whether it is relevant for their research and how. 

Likewise, it may seem appropriate to use GenAI to improve readability or format a 
list of references, but what is deemed appropriate with GenAI always needs to be 

https://www.youtube.com/watch?v=emV9Wo_UuGQ
https://www.youtube.com/watch?v=7pMQULMDmlM
https://www.youtube.com/watch?v=7pMQULMDmlM


 

 

checked against the regulations of your university and against the requirements of 
a journal. This is important because whereas some may allow it to be used to 
improve readability, for example, others will set boundaries that prohibit any direct 
editing of the text - potentially treating it as a form of plagiarism or contract 
cheating. 

Take care that the work sufficiently remains your own and always verify its outputs. 
GenAI itself does not understand academic integrity and its responses can 
introduce inaccuracies. For example, when proofreading, GenAI can add or modify 
points in a way that is not supported by the citations provided. 

Because norms around the use of GenAI in research are evolving, it is important 
that you familiarise yourself with the policy of your university, of the journals and 
conferences that you aim to submit your work to, of grant-awarding institutions, 
and others that may make use of your research work. 

21. At what point does using AI mean the work is no longer your own? 

Here are some rules of thumb. 

• Did you ask the AI to produce something and then you edited it? 
• Did the AI output anything that surprised you (and you have left it in)? 
• Did you learn something new from the AI? 
• Did (any of) the content come from the AI? 

The more of these questions you answer yes to, the less the work is your own. The 
key thing is to be transparent about how you produced work, what prompts you 
used, how many stages of iteration you went through and so on. 

Think of it like deciding whether a human research assistant should be listed as a 
co-author or simply acknowledged. Did they contribute substantially to the study’s 
design, interpretation, or drafting? Will they take responsibility for the final work? 
If so, co-authorship is appropriate. 

The analogy breaks, however, at that second question. AI tools can supply ideas, 
wording, or analysis, but they cannot consent, approve a manuscript, or respond to 
reviewers. That is why academic publishers require you to disclose AI use but do 
not recognise it as an author. 

Your work stops being “your own” when you present AI-generated material as if it 
were solely your creation, without critical engagement or acknowledgement. It 
remains yours only when you evaluate and integrate the AI’s output as part of your 
own thinking. 

Hence, deciding where to draw the line is ultimately a matter of research integrity 
and scholarly judgement, rather than a purely technical rule. 

22. Can I use GenAI in my PhD thesis, and how should I declare it? 

Yes, but only in supplementary ways and with full transparency. GenAI can provide 
advice on mechanical tasks (e.g., grammar, style, formatting). However, you should 
be aware that there is no objectively 'correct' form of writing, and GenAI writes text 
in a particular style. Beyond simple spelling and grammar issues, treat its responses 
as advice and maintain your own editorial control over deciding what to change 



 

 

and how. Most importantly, it must never replace your intellectual contribution, 
such as formulating research questions, designing methods, analysing data, or 
building arguments.  

Remember that a PhD is also a research training programme. At your viva, you may 
be asked how you carried out particular tasks. If you outsourced these to AI without 
understanding or being able to verify them, you put yourself at risk. 

Always check your university’s guidance (see also question 24), and if you decide to 
use GenAI, clearly declare how you have done so. When declaring, be specific about 
what you used GenAI for and where. For example: 

“I used [name and version of the chosen tool] to assist with minor editorial 
adjustments. All ideas, arguments, and interpretations are my own.” 

23. Is it ethical to use AI to transcribe interviews with participants? 

Yes, but the same ethical principles apply as when employing a human transcriber. 
You remain accountable for confidentiality, data security, and compliance with 
your institution’s ethics protocol. 

In many ways, AI can complicate these responsibilities further. Below are a few key 
considerations.  

• Confidentiality and consent: Participants should be informed and give 
consent if you plan to use an external AI service, just as they would if a 
professional transcriber were involved. With AI tools, you may also need to 
explain how the system processes and stores their data. 

• Data security: Many AI tools process files on external servers. Ensure that 
your chosen platform complies with the UK GDPR and Data Protection Act 
2018 (or other relevant frameworks) and that it does not retain or repurpose 
your data. 

• Accuracy: Automated transcription is rarely perfect, especially with multiple 
speakers, accents, or technical vocabulary. In some reported cases, AI tools 
have even fabricated parts of conversations. This risk is higher with 
recordings that are not in ideal conditions, include noise, or have participants 
talking over each other. So, you must check transcripts carefully against 
recordings. 

In short, AI may speed up transcription, but it introduces extra risks and obligations. 
Using it ethically requires even greater care from the researcher. You may want to 
consider using local models; you will have more control over the transcription 
process, and this reduces data security concerns, as data will not be sent to a third 
party. 

24. How should I report or acknowledge the use of AI in outputs or 
publications? 

You need to consult the policies of the outlets that you are planning to submit your 
work to, and the institutions that will assess your work. Please note that these 
policies are evolving, meaning that they may have changed since the last time you 
checked. 



 

 

Having said that, the general principle is that you need to specify which model you 
used and for what purpose. 

 

Transparency, Data Privacy & Consent 

25. What happens to my data when I use an AI tool? 

It depends on the tool, the data, and how you interact with it. If you log on to an 
LLM system, then it memorises the results of your previous prompts. ChatGPT 5 
makes a reasonable stab of describing you if you ask based on your prompts. The 
data may be circulated. 

All data (including your prompts, any documents that you upload and any 
metadata such as whether you copied a reply or which device you are using to log 
in) will be held, at least temporarily, to generate the output and to continue the 
conversation (this is called the context window).  

Beyond this, data are likely to be collected and used to train the model. The only 
exception may be if you are using an enterprise solution which specifies that no 
data will be used outside of the context of the interaction (i.e., specifying that data 
will not be used to train the model). 

Most GenAI services have settings for controlling whether chats are used to train 
future models. However, some services, such as Google Gemini, will require you to 
turn off features such as chat history to prevent chats from being used to train 
future models. 

Importantly, even when you turn off use of data training for future models, your 
chats are not truly private. Staff from the service can still see and access your chats. 
This should only happen under specific circumstances, such as concerns with 
account misuse, but does create privacy issues and data security concerns. It is 
worth checking whether your university provides access with enterprise-level data 
protection. 

26. Can I prevent my data/research from being used to train AI models? 

There are two aspects to this: 

1. Will my data/research I discuss in chats be used to train AI models? 

2. Will data/research I make available online - outside of chats with AI - be used 
to train AI models? 

With 1, the simple answer is yes: your prompts. etc., can be used to train models, 
but it will depend on the platform and also your settings. 

With 2, whilst there is no clear way to prevent this, there are emerging license 
solutions and pushes towards greater regulation - however, GenAI companies 
seem to be largely ignoring these so far. So, use a simple rule of thumb: anything 
you publish will be in the public domain and will be used to train AI models - if you 
keep the information private then subject to all the standard questions about 
security that information will not be used. 



 

 

However, contracts for enterprise solutions specify which data can and can’t be 
used outside of the organisation. That is why you are advised to only use the tools 
that your institution sanctions (e.g., Co-Pilot). 

27. What are the risks to me of using [specific AI tool] with my unpublished 
work? 

Any information that you type or upload into an LLM is likely to be stored and may 
be potentially used to improve the model; you can - to some degree - control this 
by adjusting platform settings. There have been cases where users type in 
questions and get answers that reveal proprietary/private information from other 
users. Therefore, you face two key risks when using LLMs to process private or 
proprietary data and unpublished findings: 

• Confidentiality / security 
• Intellectual property 

28. What are the risks to me of using [specific AI tool] with my research 
data? 

You face three key risks: 

• Confidentiality / security 
• Intellectual property 
• Quality control 

29. How do I opt out of AI systems, such as deleting AI from my Google 
search? 

This partly depends on your browser. Typically, you must modify search settings:  

For example, in Chrome: 

1. Open settings and navigate to Search engine > Manage search engines 
and site search. 

2. Click Add next to "Site search" and complete the following details: 
• Name: AI Free 
• Shortcut: @web 
• URL: {google:baseURL}search?q=%s&udm=14 

3. Once this is added, locate "AI Free" in the site search list, click on the three 
dots next to it, and select Make default. 

Another option is to use an anonymous search engine such as DuckDuckGo, which 
uses third-party AI apps, but you will remain anonymous – your personal data will 
not be fed to the AI as context. 

 

 

 

 



 

 

Policy and Governance 

30. Is there an official university policy on the use of AI in research and 
teaching? 

Most universities will have some form of policy regulating the use of AI in research 
and teaching/assessment. At some institutions, there may also be guidance 
specific to PGRs. Sometimes, this is embedded in other, relevant policies such as 
Academic Misconduct. 

31. How can my university/department manage reliance on AI tools to 
mitigate environmental impacts? 

To reduce the environmental impact of GenAI use, we could look at how this 
technology is used and why. Inefficiencies in the former can be addressed through 
GenAI literacy, but inefficiencies in the latter require a different approach. 

In terms of how GenAI is used, it is important for users to understand that, to 
generate answers, GenAI needs to process the tokens in your prompt. Tokens are 
words (e.g., please), parts of words (e.g., misinformation), and punctuation (e.g., a 
full stop). The more tokens we use, the more energy is consumed to process the 
query. Thus, one way of mitigating environmental impact is to reduce the number 
of tokens used in each prompt. This can be achieved, for instance, by: 

• Using clear, concise instructions 
• Remove unnecessary words (e.g., please) and punctuation 
• Do not upload irrelevant material or repetitive examples 

Another driver of energy use is the context window. Every time we give a prompt, 
the system processes the previous ones in that conversation, in order to give an 
answer that is relevant to the discussion. Thus, another way of saving energy is to 
reduce the need for the LLM to process the conversation history in order to process 
the new prompt. This can be achieved by: 

• Summarising the relevant parts of the conversation history to be considered 
for the new prompt 

• Instructing the LLM not to consider the previous answers 
• Starting a new conversation topic 

As for why we are using GenAI, there is an argument that some people may be 
over-using GenAI because they feel time-pressured or because they lack the 
confidence to complete a task. Thus, reducing the environmental impact of GenAI 
may also require organisations to rethink expectations in terms of productivity, and 
how they scaffold learning. 

It is also worth considering whether GenAI is the best tool for the task you are 
working on. For example, OpenAI in its own advice for students says ChatGPT can 
be used to help reformat your citations/bibliography. However, not only does this 
risk introducing inaccuracies, it is also highly energy inefficient compared to well-
established and accurate reference management tools, such as Zotero. 



 

 

32. Why do different departments have different rules on using AI? 

At present everyone is still learning about AI and AI itself is evolving. Students, staff 
at universities and other organisations do not have a fixed set of correct knowledge 
about AI. Indeed, there is no one person who knows everything there is to know. 
There is disagreement about when and to what extent AI use can be considered 
legitimate.  

Permitted use can also be contextual. Some AI use that would be permitted in 
general may not be for a specific assessment. On top of this AI is not a singular 
thing; the term means different things. Different platforms have different 
capabilities. 

One of your responsibilities as a researcher is to find out about it yourself: what is 
new, what is happening now, and how does that affect your research? 

 

Environmental and Social Impact 

33. What is the environmental impact of using GenAI tools like ChatGPT?  

This article explains the carbon footprint of training and running large language 
models. 

34. How does AI compare to other high-energy technologies (e.g., Bitcoin, air 
travel)? 

This is somewhat complicated, as the costs fall in different ways. An AI query has a 
modest carbon footprint but training the model is very energy (and therefore) 
carbon intensive. If you consider current annual total carbon emissions associated 
with each, then at the moment air travel is easily the most carbon intensive 
followed by bitcoin and then AI but given AI’s surging growth it will almost certainly 
pass bitcoin soon and flights within five years. 

35. What can I do to reduce my own AI-related environmental footprint? 

The first guiding principle is reduce - don’t engage unnecessarily. Use other tools. 
Is there a lower intensity way to get the result that you want? An obvious one is 
don't use an LLM as a search engine - estimates say that the same query given to 
LLMs use ten times as much power as vanilla google search. Finally, don’t thank the 
LLM! It does not care (nor even know what caring is), and you are effectively giving 
it another prompt to respond to.  

36. Are some AI tools more sustainable than others?  

The main factor now is the amount of data that the model is trained on. This means 
that small specialist models are likely to be more sustainable than large language 
models. There have been some attempts to improve the sustainability of models, 
and some architectures use less energy than others. There is some evidence that, 
of the popular LLMs, DeepSeek has the lowest carbon footprint, but that is 
disputed. 

https://news.mit.edu/2025/explained-generative-ai-environmental-impact-0117


 

 

Developing Future-Proof Researcher Skills 

37. How can I ensure my PhD training remains relevant in an AI-driven 
future? 

This is all about Continuing Professional Development (CPD). As a minimum, keep 
a watching brief on AI developments; this does not mean that you must become 
an AI expert - this is all about understanding capabilities and impact rather than 
nuts and bolts. There are some good content creators (e.g., on Nebular) that do this 
sort of forward-looking review, as well as some good science blogs. The key point 
as with all of this is reflection on the open question of how will this impact my 
discipline/field?  

Currently existing GenAI models, despite all the marketing language of ‘PhD-level 
intelligence’, are incapable of producing and defending a thesis. Importantly, given 
the limitations and inaccuracies of existing GenAI models, they are unable to 
replace human workers - how can you know when an LLM response is wrong if you 
have no understanding of the area that you prompted it on? Some companies have 
already rolled back on their attempts to replace staff with GenAI - or even attempts 
to reduce staff by making the remaining staff use GenAI - as GenAI is not up to the 
task. 

38. What digital literacy or research skills should I develop alongside GenAI? 

GenAI is not often the best tool for the job, and it is not clear whether GenAI would 
ever be capable of replacing some existing tools. Knowing how to use ‘traditional’ 
tools, such as Google Scholar and Zotero, is in no way dismissed with the availability 
of GenAI. Indeed, many non-GenAI tools, once you know how to use them, provide 
far more control and accuracy than is possible with GenAI. 

39. How can I use digital tools to enhance my practice as a researcher 
without over-relying on AI? 

Headline response: Keep awareness of the extent to which you maintain editorial 
control and decision-making in your work.  

Also consider whether particular use-cases are potentially promoting dependence, 
which not only disempowers you but also adds to concerns around unnecessary 
energy use. There are plenty of use-cases that GenAI is promoted for that you could 
more reliably solve with ‘traditional’ approaches. For example, using GenAI to learn 
how to create scripts for repeat automatable tasks will serve you better in the long-
term over relying on GenAI - especially given that GenAI cannot reliably and 
consistently do the task each time. The same principle applies more broadly - is 
there anything you are using GenAI for that risks promoting over-reliance 
compared to finding ways to use GenAI that would decrease reliance over time. If 
you are using GenAI to help with translation, using it to aid with doing your own 
translation or receiving feedback on your initial translations will help reduce the 
need to use GenAI over time. Importantly, as you build your own knowledge and 
expertise your awareness of GenAI limitations and issues within that area will 



 

 

increase as well. GenAI appears a lot more impressive when prompting it about an 
area you do not have much knowledge or expertise in, compared to when you test 
it on a topic that you are more confident about. 

 


